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Scope and Purpose-Mixed integer programming problems are optimization problems in which some or 
all of the variables are allowed to take on only integer values. Many planning problems can be formulated 
as integer programming problems in which variables restricted to the values zero and one are used to 
encode yes or no decisions. This paper describes an improved branch and bound algorithm for solving 
zero-one mixed integer programming problems. 

Abstract-This paper describes an improved branch and bound code for zero-one mixed integer nonlinear 
programs with convex objective functions and constraints. The code uses Lagrangian duality to obtain 
lower bounds. The code also uses early branching to avoid solving some subproblems to optimality. 
Computational results show substantial performance improvements on many problems. 

1. INTRODUCTION 

This paper is concerned with zero-one mixed integer nonlinear programming problems of the form 

(MINLP) min .f(x, Y) 

subject to g(x, y) GO 

XE (0, l}” 

y<u 

y>l 

Here x is a vector of m zero-one variables, y is a vector of n continuous variables, and u and 1 
are vectors of upper and lower bounds for the continuous variables y. The objective function f 
and the constraint functions g are assumed to be convex. 

Mixed integer non-linear programs of this form arise in a number of applications, in areas as 
diverse as network design [l, 23, chemical process synthesis [3-53, product marketing [S], and 
capital budgeting [7-91. Methods for solving mixed integer nonlinear programming problems are 
surveyed in [ 10,111. 

Branch and bound algorithms such as the ones described in [7, 12-141 work by explicitly 
enumerating possible values of the zero-one variables until an optimal integer solution has been 
found. A branch and bound algorithm begins by solving the continuous relaxation of the original 
problem. If a zero-one variable is fractional at optimality, the algorithm constructs two new 
subproblems, in which the variable is fixed at zero or one. The algorithm continues solving 

subproblems and creating more subproblems as needed until all subproblems have been eliminated 
from consideration. A subproblem can be eliminated from consideration if it is infeasible, if the 
solution to the subproblem has a higher objective value than a known integer solution, or if the 
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solution to the subproblem is an integer solution. After all cases have been considered, the optimal 
solution is simply the best integer solution that was discovered while solving the subproblems. 
This paper describes an improved branch and bound algorithm that uses heuristics to determine 
when to split a problem into subproblems and that uses a lower bounding procedure to eliminate 
subproblems from consideration. 

The remainder of this paper is organized as follows: in Section 2, we review the sequential 
quadratic programming method. In Section 3, we describe the heuristics that our branch and bound 
algorithm uses. In Section 4, we describe a method for calculating a lower bound on the value of 
a subproblem without solving the subproblem to optimality. In Section 5, we describe our branch 
and bound algorithm in detail. Section 6 contains computational results for a number of sample 
problems. Our conclusions are presented in Section 7. Two appendices describe the formulation 
of test problems that were used in our computational testing. 

2. SOLVING THE SUBPROBLEMS 

At each stage of the branch and bound algorithm, we must solve a nonlinear programming 
problem of the form 

min .f& Y) 

subject to g(x, y)<O 

X<i? 

Here e is the vector of all ones, Some of the zero-one variables in x may have been fixed at zero 
or one. The theory of convex nonlinear programming problems is well established [15,161. The 
Lagrangian for this problem is defined as 

W, Y, JJ=f(x, Y)+~=gh Y) 

where x and y are still subject to upper and lower bounds, and the Lagrangian multipliers i: are 
restricted to positive vaiues. Since the problem is convex, the Lagrangian has a stationary point 
at x*, y*, i*, where x*, y* is an optimal solution to (NLP), I* is a set of optimal Lagrange 
multipliers, and 3,: is non-zero only if g(x*, y*)i=O. 

Sequential quadratic programming, described in [15,16], is a method for solving general convex 
nonlinear programming problems. The SQP method attempts to find this stationary point and 
solve (NLP) by solving a sequence of quadratic programs with linear constraints. These quadratic 
subproblems are of the form 

(Qf') min VFP + 3PT( WP 

subject to Ap= -c 

Here W is the Hessian of the Lagrangian with respect to the variables x and y, the rows of A are 
the gradients of the active constraints, and c is the vector of values of the active constraints. 

It can be shown that an optimal solution to (QP) gives a direction p which is identical to the 
direction (in the x and y variables) given by Newton’s method applied to the problem of finding 
a stationary point of the Lagrangian. Furthermore, the Lagrange multipliers for (QP) are the 
Lagrange multipliers that would be obtained by an iteration of Newton’s method applied to the 
problem of finding a stationary point of the Lagrangian. Thus one iteration of the SQP method 
is equivalent to an iteration of Newton’s method in searching for the stationary point of the 
Lagrangian. 

Our code uses a routine called E04VCF from the NAG library [ 171 to solve (NLP). This routine 
uses a version of the SQP method in which the solution to (QP) is used as a search direction. The 
routine picks a step size that minimizes an augmented Lagrangian “merit function”. 

The E04VCF routine calls user supplied subroutines that compute the objective function, 
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constraint functions, and their gradients. The EO4VCF subroutine will execute until it reaches a 
limit on the number of iterations, it finds an optimal solution, or it encounters an error condition. 

3. HEURISTICS FOR DETECTING FRACTIONAL SOLUTIONS 

Since the sequential quadratic programming aigo~thm generates estimates of the variables x, 
we can examine them after each iteration to see if a variable is converging to a fractional value. 
This leads to heuristics for determining early in the solution of the subproblem that the optimal 
solution will have fractional zero-one variables. 

After an iteration of the SQP method, our experimental code examines the values of the zero-one 
variables. If no feasible solution to the current subproblem has been found, then no determination 
can be made. If the current solution is feasible or an earlier solution to the subproblem was feasible, 
the value of xi is between E and 1 -E, and the difference between the previous value of Xi and the 
new value of xi is less than E, than the heuristic declares xi fractional. The current version of the 
code uses a tolerance of E = 0.1, which was chosen after experimenting with several different values 
of E. 

4. GENERATING LOWER BOUNDS 

If we can obtain a lower bound on the optimal objective value of the current subproblem, and 
this lower bound is higher than the value of a known integer solution, then we can eliminate the 
current subproblem from consideration. In branch and bound algorithms for integer linear 
programming, the dual simplex method is often used to solve the LP subproblems, and the dual 
solutions found by this procedure can be used to generate lower bounds. However, the SQP method 
for solving NLP subproblems does not generate such lower bounds. In this section, we describe a 
technique for generating lower bounds on the optimal objective value of the current NLP 
subproblem. 

Given a set of Lagrange multipliers A, we can use Lagrangian duality to find a lower bound for 
the optimal value of the current subproblem, This lower bound is obtained by solving the nonlinear 
programming problem: 

(DUAL) min f(x, Y)+A=g(x, Y) 

subject to x<e 

x&O 

where again, some of the zero-one variables may be fixed at zero or one, 
This is a nonlinear programming problem with simple bound constraints that can easily be 

solved by a quasi-newton method. Furthe~ore, if the multipliers I are close to optimality, the 
minimum value of (DUAL) should be close to the optimal value of (NLP). However, this lower 
bounding procedure is likely to fail to give an improved lower bound if the Lagrange multipliers 
are not well chosen. 

Our experimental code uses the NAG routine EO4KBF to solve (DUAL). The initial guess is 
simply the current estimation solution x and y to the current subproblem. The Lagrangian function 
and its gradient are calculated automatically from the user supplied objective and constraint 
functions. 

5. AN IMPROVED BRANCH AND BOUND ALGORITHM 

Our branch and bound aigorithm for solving mixed integer nonlinear programs is as follows: 

1. Call a user supplied routine to do any initialization needed by the routines which 
compute the constraint and objective functions. 
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2. Put the NLP relaxation of the problem into the branch and bound tree as the root 
node. 

3. While there are unexamined subproblems in the branch and bound tree 
(a) Pick a subproblem from the branch and bound tree. If all subproblems in the 

branch and bound tree have a lower bound that is higher than the objective value 
of a known integer solution, then stop. The optimal integer solution is simply 
the best integer solution that has been found up to this point. 

(b) Repeat the following steps until one of the conditions is satisfied. 
i. Take a step of the SQP algorithm. 

ii. If the subproblem is infeasible, then drop it from consideration. Go back to 
step 3(a). 

iii. Compute a lower bound on the optimal objective value of the current 
subproblem. If this lower bound is greater than the objective value of a known 
integer solution, then eliminate this subproblem from consideration and return 
to step 3(a). 

iv. If the solution is optimal and the zero-one variables are all either zero or 
one, then we have found an integer solution. Record the value of this solution 
and go back to step 3(a). 

v. If the solution is optimal and a zero-one variable is fractional, then split 
the current subproblem into two new subproblems with the fractional variable 
fixed alternately at zero and one. Go back to step 3(a). 

vi. If the early branching heuristics described in Section 3 indicate that a 
zero-one variable might be fractional at optimality, then split the current 
subproblem into two new subproblems, and go back to step 3(a). 

Our experimental code differs from this simplified algorithm in some small details. In step 3(b)(i), 
the algorithm performs 2 steps of the SQP algorithm, because the E04VCF routine will not execute 
one SQP iteration at a time. 

In step 3(b)(ii) of our algorithm, we have to determine whether the current subproblem is 
infeasible. The E04VCF routine will automatically detect infeasibility with respect to the linear 
constraints. However, if a subproblem is infeasible with respect to one or more of its nonlinear 
constraints, the E04VCF routine does not automatically detect the conditions. Instead, the routine 
will return with an indication that it stopped because it could not find an improved point. We 
restart the SQP method in an attempt to find a feasible solution, but if the SQP method still cannot 
find a feasible solution, we declare the subproblem infeasible. 

A major issue in branch and bound algorithms is the strategy for choosing which of the candidate 
subproblems to solve at each major iteration of the algorithm. Our algorithm uses the depth first 
strategy until an integer solution has been found. It then switches to a best bound strategy. These 
search strategies are discussed in [14]. 

Another important issue in branch and bound algorithms is the strategy for selecting the branching 
variable. When the algorithm solves a subproblem to optimality or branches early and finds that 
several of the zero-one variables are at fractional values, it must select one variable to be the 
branching variable. For mixed integer linear programming problems, sophisticated heuristics have 
been developed to select the branching variable [14]. Our experimental code uses a very simple 
rule for selecting the branching variable. Of the fractional variables, the experimental code branches 
on the variable with value closest to 0.5. 

The experimental code makes use of three user supplied subroutines. The first routine, SETUPP, 
is used to initialize the continuous relaxation of the problem. SETUPP returns the total number 
of variables, number of integer variables, a matrix for any linear constraints, and feasibility tolerances 
for the linear and nonlinear constraints. A second routine, OBJFUN, calculates the objective 
function and its gradient. The third routine, CONFUN, calculates the non-linear constraint and 
their gradients. These routines are then linked with the experimental code to create an executable 
program. 
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6. COMPUTATIONAL RESULTS 

Two versions of the experimental code were developed. In the base version of the code, the early 
branching heuristics and lower bounding procedure are not used. In the improved version, the 
early branching heuristics are used after every other iteration of the SQP method and the lower 
bounding procedure is used after every sixth iteration of the SQP method. These codes were run 
under AIX on an IBM ES-9580. The total number of SQP iterations, total number of subproblems 
solved, and CPU times were recorded for each code on each problem. The CPU times were 
measured with the ~PUTIME subroutine of the Fortran run-time library. 

We first tested the two codes on a number of problems taken from the literature. Sample problems 
one through four were taken from a paper by Duran and Grossmann [18]. The first three of these 
problems come from the chemical engineering problem of designing a chemical processing system. 
The fourth problem comes from the area of product marketing [S]. The third and fourth problems 
also appear in [19]. Our fifth sample problem is taken from a paper by Floudas et al. [3]. Our 
sixth sample problem is from a paper by Kocis and Grossmann [S]. This problem is a convex 
version process design problem that was non-convex in its original formulation. The seventh 
problem is a topological network design problem which is described in detail in an appendix. A 
summary of the problems is presented in Table 1. Computational results for these problems are 
presented in Table 2. 

For each problem, we give the CPU time used by the two versions of the code, the ratio of 
improved CPU time to base CPU time, and the number of iterations per subproblem used by the 
two versions of the code. On problem six, the improved version of the code used slightly more 
CPU time than the base version of the code. On several other problems, the two versions of the 
code used about the same amount of CPU time. However, the improved version of the code was 
considerably faster than the base version of the code on problems four and seven. The major factor 
in the performance of the improved code is the number of iterations per subproblem. On problems 
four and seven, the improved code used significantly fewer iterations per subproblem. 

In order to further test the performance of the improved code, we randomly generated a large 
collection of test problems. These problems have 10, 15, 20, 25, 30, 40, or 50 zero-one variables 
with three randomly generated linear constraints, three randomly generated nonlinear constraints 
or both linear and nonlinear constraints. There were 30 problems in each of the 21 sets of sample 
problems. Details on the construction of these problems are given in an appendix. 

Computational results for the randomly generated sample problems are presented in Tables 3, 
4, and 5. For each problem we calculated the ratio of CPU time for the improved version of the 

Table I. Characteristics of the sample problems 

Problem 0- 1 Variables Continuous variables Linear constraints Nonlinear constraints 

: 3 5 6 3 11 4 2 3 
3 8 9 19 4 
4 25 : 5 25 
5 4 4 5 
6 24 22 72 1 
7 10 100 41 0 

Table 2. Computational results for the sample problems 

Problem base 

CPU time 

improved ratio 

Iters/subproblem 
___ ..-_ 

base improved 

I 0.20 0.20 1.0 4.2 4.2 
2 0.42 0.39 0.93 4.6 4.1 
3 1.12 I .Ol 0.96 4.6 4.1 
4 50.4 29.8 0.59 8.1 5.8 
: 0.30 9.89 10.0 0.29 0.97 1.01 7.4 3.0 7.0 2.7 

7 80.0 69.7 0.87 4.3 3.5 
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Vars 

Table 3. Results for random problems with linear constraints 

Ratios Iters/subproblem 

min max mean base improved 

IO 0.92 I.12 0.99 1.73 I .65 
IS 0.63 1.03 0.92 3.22 2.67 

20 0.76 I .03 0.90 4.11 3.47 

25 0.70 I.06 0.84 5.23 3.79 

30 0.65 0.98 0.79 5.57 3.93 

40 0.49 0.91 0.7 I 10.1 4.70 

50 0.44 0.84 0.62 13.3 4.96 

Table 4. Results for random problems with nonlinear constraints 

Van min 

Ratios 

max mean 

Iters/subproblem 

base improved 

IO 0.81 I .02 0.97 3.77 3.33 

I5 0.83 I .03 0.94 3.24 2.64 

20 0.77 I .05 0.91 6.65 5.49 

25 0.69 1.13 0.88 9.49 7.52 

2 0.64 0.48 0.99 0.97 0.82 0.79 17.5 9.73 12.2 6.96 

50 0.43 1.17 0.72 15.0 8.64 

Table 5. Results for random problems with linear and nonlinear constraints 

Vars min 

Ratios 

max mean 

Iters/subproblem 

base improved 

IO 0.84 I .22 0.97 2.09 1.95 
15 0.78 I .22 0.96 3.70 3.22 

20 0.80 1.19 0.94 6.39 5.51 

25 0.64 1.14 0.90 6.48 5.53 

: 0.58 0.41 1.07 1.14 0.86 0.82 13.4 9.04 10.0 6.81 

50 0.38 I .05 0.76 14.7 8.96 

code to CPU time for the base version of the code. The minimum, maximum, and geometric mean 
of this ratio are given for each problem set. We also report the average number of iterations per 
subproblem used by the two versions of the code. 

The improved version of the code was considerably faster than the base version of the code on 
problems with a large number of variables, and the performance ratio improves as the number of 
variables increases. From the tables, we can see that for the base version of the code, the average 
number of iterations per subproblem increases as the number of variables increases. The number 
of iterations per subproblem grows more slowly for the improved version of the code. This seems 
to happen because there are more opportunities to apply the lower bounding and early branching 
procedures as the number of iterations per subproblem increases. 

In general, the improved code does not perform as well on problems with nonlinear constraints. 
On such problems, the SQP method has an unfortunate tendency to not find a feasible solution 
until the very last iteration. In this case, the improved code cannot use its early branching procedure. 

7. SUMMARY AND CONCLUSIONS 

We have described an improved branch and bound algorithm for zero-one mixed integer 
nonlinear programming problems with convex objective function and constraints. The first new 
feature of this algorithm is a method for obtaining lower bounds on the optimal value of an NLP 
subproblem without solving the subproblem to optimality. The second new feature of this algorithm 
is the early branching procedure, which allows the algorithm to avoid the work of solving 
subproblems to optimality in some cases. 
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Our computational results indicate that the early branching heuristics and lower bounding 
procedure used in the improved version of the branch and bound code can be effective in reducing 
the CPU time needed to solve MINLPs. For relatively small problems which offer few opportunities 
to exercise the early branching heuristics and lower bounding procedure, the improved code is not 
significantly faster than the base version of the code. However, as the size of the problem increases 
and more SQP iterations are required to solve each subproblem, the early branching heuristics 
and lower bounding procedure become more effective. 
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APPENDIX A 

Our seventh example problem is a small network design problem for a data communications network involving five 
cities (New York, Los Angeles, Chicago, Philadelphia, and Houston). The distances between these cities and the populations 
of the cities were obtained from the 1990 World Almanac and Book of Facts [20]. The total flow between pairs of cities 
was made proportional to the product of the populations. These flows are given in Table 6. The cost of a link between 
two cities was made equal to the distance between the two cities in miles. These distances are given in Table 7. 

The problem is to choose a set of links between cities and a routing of the data such that the total queueing delay is 
minimized subject to a budget constraint. Problems of this type are discussed in [21-231. To formulate this problem, we 
number the nodes from I to 5, and let xii be 0 if the arc(i,i) is in the network and 1 if the arc is not in the network. We 
will assume that the communications links are bidirectional, so we will always have xij=xjP Let jij be the flow between 
nodes i and j. Let fij be the flow on arc(i,i) of data destined for node s. 
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Table 6. Flows between cities 

City New York Los Angeles Chicago Houston Philadelphia 

New York 0 0.592 0.547 0.314 0.298 

Los Angeles 0.592 0 0.245 0.141 0.134 

Chicago 0.547 0.245 0 0.130 0.124 

Houston 0.314 0.141 0.130 0 0.07 I 
Philadelphia 0.298 0.134 0.124 0.07 I 0 

Table 7. Distances between cities 

city New York Los Angeles Chicago Houston Philadelphia 

New York 0 2786 802 1608 100 

Los Angeles 2786 0 2054 1538 2706 

Chicago 802 2054 0 1067 738 

Houston 1608 1538 1067 0 1508 

Philadelphia 100 2706 738 1508 0 

Each link will have a nominal capacity of 1.0 in each direction. However, since the queue@ delay would be infinite if 
the flow was at full capacity, we will introduce a capacity constraint of 90%. This can be written as 

SgI fij90.9x,,. 

There are 20 of these constraints, with one for each direction on each link. 
Let Fj be the total flow of data from node i to node s for i#s. The network flow constraint at node i for data destined 

for node s can be written as: 

1 ffj- 1 &=Ff 
arcr(i,j) nrcr,,.i, 

For our five city problem, there are 20 such constraints. 
Finally, we have a budget constraint: 

,Tj ei*yij 6 8m 

Here cij is the mileage between cities i and j. This constraint limits the network to a total of 8OCKl miles of links. (Without 
it, the optimal solution would involve every possible link.) 

The objective is to minimize the total queueing delay in the network. This delay can be approximated by the sum over 
all arcs of the queueing delay on an individual arc, which is given by D(fij)=fij/(l -fij). where ~ij=~:=, flj is the total 
flow on arc(i, j), and 1 is the normalized capacity of the link. This measure of queueing delay is discussed in [21]. 
Unfortunately, this function has a singularity which could cause numerical problems. To avoid this, we use the function: 

D(fij) = 
( 

fij/(l-fij) if fij<0.9 

9+100(~ij-0.9)+1000(fij-0.9)2 otherwise 

This alternative function matches the original function for all feasible slows (where fij<0.9), and is continuous and twice 
differentiable for all values of fij. 

Thus the problem can be wntten as: 

min Carssti.j) DCrij) 

xi=, flj<0.9xij for all arcs(i, j) 

subject to 1aresci.j) f:j-Csres(j.&=Ff for all nodes i # s 

‘&<j cijx,<8000 

.ffj>O for all i, j, s 

xij=xji for all i#j 

xijE (0, 1) for all i#j 

In this form, the problem has 10 zero-one variables, 100 continuous variables, 41 linear constraints, and a nonlinear 
objective function. The optimal solution has a total queueing delay of 15.6086. It uses links between New York and all 
four of the other cities, a link between Houston and Chicago, and a link between Houston and Los Angeles. This solution 
uses 7901 miles of the 8000 mile budget. 

APPENDIX B 

Randomly Generated Test Problems 

In addition to the seven test problems already described, we randomly generated a large number of test problems. These 
problems have between 10 and 50 zero-one variables. The problems can have either linear constraints, nonlinear constraints, 
or a combination of both linear and nonlinear constraints. 
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The objective function is 

min ((x-c)rA(x-CC))‘. 

In the objective function, A is a randomly generated symmetric positive definite matrix with eigenvaiues uniformly distributed 
between one and five. The elements of the vector c are uniformly distributed between negative two and two. The nonlinear 
constraints are of the form 

(x-c)‘C(x-c)<b. 

Again C is a randomly generated symmetric positive definite matrix with eigenvahtes uniformly distributed between one 
and five. The elements of the vector c are uniformly distributed between zero and one. Thus the feasible region for each 
nonlinear constraint is an ellipsoid centered at a point within the unit hypercube. In order to ensure that at least one integer 
solution is feasible, we randomly generate a zero-one integer solution and select a value of b that ensures that this point 
is feasible. The linear constraints are of the form 

The elements of the vector c are uniformly distributed between negative one and one, while b is chosen to ensure that at 
least one integer solution will be feasible. 


